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scalar field (‘inflaton’) 
is slowly “rolling”

inflation 
ends

reheating

φ

V

Inflation: basic picture

�̈+ 3H�̇+
dV

d�
= 0

Guth 1981;  
Linde 1982; Albrecht & Steinhardt 1982D. Baumann, TASI lectures on inflation, arXiv:0907.5424



Generic Inflationary Predictions:

 Flat spatial geometry; ΩK = 0.000 ± 0.005 √ 

 Nearly scale-inv spectrum; ns = 0.965 ± 0.005 √ 

 Background of gravity waves (r ≲ 0.1)? 

 (Nearly) gaussian ICs fNL = 0.8 ± 5.0

Planck full-sky map

Millenium simulation
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Figure 6. Theoretical predictions for the temperature (black), E-mode (red), and tensor B-mode (blue)
power spectra. Primordial B-mode spectra are shown for two representative values of the tensor-to-scalar
ratio: r = 0.001 and r = 0.05. The contribution to tensor B modes from scattering at recombination peaks
at ` ⇠ 80 and from reionization at ` < 10. Also shown are expected values for the contribution to B
modes from gravitationally lensed E modes (green). Current measurements of the B-mode spectrum are
shown for BICEP2/Keck Array (light orange), POLARBEAR (orange), and SPTPol (dark orange). The
lensing contribution to the B-mode spectrum can be partially removed by measuring the E and exploiting
the non-Gaussian statistics of the lensing.

2.3 Sensitivity forecasts for r

Achieving the CMB-S4 target sensitivity of �(r) ⇠ 10�3 will require exquisite measurements of the B-mode
power spectrum. It is expected that CMB-S4 will target the degree-scale recombination feature rather than
the tens-of-degree-scale reionization feature (see Fig. 6), because these largest scales are di�cult to access
from the ground due to atmosphere and sidelobe pickup (though some Stage-3 ground-based experiments
are attempting this measurement, notably CLASS [24]).

As can be seen from Fig. 6, the first requirement for this level of sensitivity to r is a substantial leap forward
in raw instrument sensitivity. For ground-based bolometric detectors, which are individually limited in
sensitivity by the random arrival of background photons, this means a large increase in detector count. The
forecasts in this section use a baseline of 250,000 detectors operating for four years (or 106 detector years),
dedicated solely to maximizing sensitivity to r. It will be necessary to split this total e↵ort among many
electromagnetic frequencies, to separate the CMB from polarized Galactic foregrounds. The forecasts here
assume eight frequency bands, ranging from 30 to 270 GHz. Contamination from gravitationally lensed E
modes must also be mitigated. While a precise prediction for the cosmological mean of the lensing B-mode
power spectrum can be made and subtracted from the observed spectrum, there will be a sample variance
residual between this prediction and the real lensing B modes on a particular patch of sky. To suppress
this sample variance, it will be necessary to “delens” the B-mode maps with a prediction for the lensing

CMB-S4 Science Book

CMB-S4 report



Standard Inflation, with...

1. a single scalar field 

2. the canonical kinetic term 

3. always slow rolls 

4. in Bunch-Davies vacuum 

5. in Einstein gravity

produces unobservable NG

Therefore, measurement of nonzero NG would 
point to a violation of one of the assumptions above

e.g. Maldacena 2003, X. Chen, Adv. Astronomy, 2010;  Komatsu et al, arXiv:0902.4759

Primordial Non-Gaussianity (NG)
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NG from 3-point correlation function

“Local NG” (squeezed triangles) is defined as

“Local”, “Equilateral”, “orthogonal” fNL - refers to triangle shapes 
⇒ test number of fields & their interactions

Threshold for new physics: fNL
any kind ≳ O(1)

Alvarez et al, arXiv:1412.4671
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Figure 3: Plot of the function F (1, x2, x3) x2
2x

2
3 for non-Gaussianities generated by higher derivative

interactions (12) and in the DBI model of inflation [20, 21]. The figure is normalized to have value
1 for equilateral configurations x2 = x3 = 1 and set to zero outside the region 1− x2 ≤ x3 ≤ x2.

Ghost inflation
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Figure 4: Plot of the function F (1, x2, x3) x2
2x

2
3 for ghost inflation (13). The figure is normalized

to have value 1 for equilateral configurations x2 = x3 = 1 and set to zero outside the region
1 − x2 ≤ x3 ≤ x2.

We see that the fudge factor is proportional to the cosine between the distributions. This suppression

9

3-pt correlation function of CMB anisotropy 
⇒ direct window into inflation
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Figure 1: Plot of the function F (1, x2, x3) x2
2x

2
3 for the local distribution (6). The figure is

normalized to have value 1 for equilateral configurations x2 = x3 = 1 and set to zero outside the
region 1− x2 ≤ x3 ≤ x2.

Slow roll
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Figure 2: Plot of the function F (1, x2, x3) x2
2x

2
3 for the usual slow-roll inflation (9) with ϵ = η =

1/30. The figure is normalized to have value 1 for equilateral configurations x2 = x3 = 1 and set to
zero outside the region 1− x2 ≤ x3 ≤ x2.

It is interesting to rewrite the definition of f(F ) as

f(F ) =
F · Flocal

Flocal · Flocal
= cos(F,Flocal)

!

F · F
Flocal · Flocal

"1/2

. (21)

8

e.g. Luo & Schramm 1993

Babich, Creminelli & Zaldarriaga (2004)
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P (�T/T )

�T/T

Current upper bound on NG is 
2000 times smaller than this:



Scale dependence of NG galaxy/halo bias 

cosmologists  
measure

theory predictsusually nuisance 
parameter(s)

bias ⌘ clustering of galaxies

clustering of dark matter

=

✓
�⇢

⇢

◆

halos✓
�⇢

⇢

◆

DM

Dalal, Doré, Huterer & Shirokov 2008

b(k) = bG + fNL
const

k2

Verified using a variety of theory and simulations.

Δb(k) ∝ {
•k−2 (local) 
•k−1 (folded) 
•k0 (equilateral) 
•k−α (generic); 0≤α≤3



Non-Gaussianity vs inflation recap:

If we find:

fNL
local ≳ O(1) ⇒ multiple fields  

fNL
equil ≳ O(1) ⇒ strong coupling (non-slow roll)  

fNL
any kind < O(1) [no detection] ⇒  

consistent with slow-roll, weakly coupled single field



A few more elegant  
(perhaps slightly more off-beat, speculative) 

fundamental cosmological tests 
with (future) LSS

1. Measuring kinematic dipole

2. Reconstructing the ISW maps

3. Constraining large-angle suppression



1. Measuring kinematic dipole with LSS

•Our motion through LSS rest frame 
•Test: same as motion through CMB rest frame? 
•Leads to relativistic aberration (“bunching up” of galaxies 
in direction of motion)

�N(n̂)

N̄
= A d̂ · n̂+ ✏(n̂)

with amplitude A ≃O(v/c)≃O(10−3)

Major contaminant: local-structure dipole  
(the “usual” Cl signal due to finite depth)

1. need a wide (fsky ≳ 3/4) survey to measure dipole well 

2. need a deep (zmed ≳ 1) survey to suppress contam to ≪10−3 



1. Measuring kinematic dipole with LSS

Yoon & Huterer, 2016
Also: sys bias small enough for  

zmed ≳ 0.75 − not shown here



�T

T̄
(n̂) =

�T

T̄

����
prim

(n̂) +
�T

T̄

����
ISW

(n̂)

Idea: use a galaxy survey to map out dΦ/dt, then get (dT/T)ISW

Which part of the CMB signal comes from the late universe?

Planck full-sky map

2. Reconstructing the ISW maps using LSS

•Having a deep, very wide LSS survey would be great!
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Sachs & Wolfe, 1967



obs. gal. rec. ISW
ISW 

estimator 
filter

model survey 
dn/dz, b(z), 

noise

model 
cosmology

We performed end-to-end simulation to answer this:

Real-data of ISW 
reconstruction: 
(Peacock & Francis 2010)

galaxy ISWAn estimate of the local ISW signal, and its impact on CMB anomalies 3

Figure 1. (Left) The 2D reconstruction of the local density field described in Section 2.1 in three photometric redshift shells: 0.0 < z < 0.1
(top), 0.1 < z < 0.2 (middle) and 0.2 < z < 0.3 (bottom). The plots show overdensity δ on a scale −0.6 ! δ ! 0.6. (Right) The
corresponding ISW signal in mK computed from the reconstructed density field using equation (4).

These ISW maps are affected by overlap effects due to the
uncertainty in the radial position of each galaxy: galaxies
associated with an overdensity near the boundary of a shell
will to some extent be spread across both the ‘true’ shell
and the adjacent redshift shell. Fig. 2 shows the angular
power spectrum of the ISW signal in each slice, together
with the predicted linear ISW signal. For these predictions,
we have accounted for the smearing effects of the photomet-
ric redshift data by assuming that photo-z’s apply Gaussian
smoothing along the radial axis with σr = 90h−1Mpc. Fig.
2 also shows the effect of this radial smearing on the to-
tal predicted ISW signal to zmax = 0.3. Overall, the agree-
ment between observed and predicted power spectra is good,
which illustrates that the effect of photo-z imperfection is
relatively minor for ℓ <

∼
20.

We note that the estimated ISW signal in the lower two
redshift slices is slightly larger than expected at ℓ >

∼
20; this

is particularly noticeable in the z < 0.1 slice. The nonlin-

ear Rees-Sciama effect is expected to increase the power at
high ℓ, doubling the power at ℓ ≃ 200 (e.g. Cooray & Sheth
2002). Since the mean depth of the lowest-redshift shell is
of order one tenth of the distances that dominate the to-
tal ISW effect, it is plausible that we are seeing some lo-
cal Rees-Sciama effect. In any case, the main focus of the
present paper is at larger angular scales. We also note that
the estimated ISW power is larger than expected for ℓ <

∼
3

in the 0.1 < z < 0.2 shell and for ℓ <
∼

5 in the 0.2 < z < 0.3
shell, which leads to a larger than average total signal for
zmax = 0.3 on such scales. Such small-ℓ modes are po-
tentially sensitive to the corrections for mask incomplete-
ness near the plane, but tests of our method on mock data
show no tendency to bias the power high in this regime (al-
though it does increase the already considerable cosmic vari-
ance). Any discrepancy is relative to our standard model
of Ωm = 0.3, which is perhaps on the high-density side
given current data (Komatsu et al. 2009). Decreasing Ωm

c⃝ 2009 RAS, MNRAS 000, 1–8

But what about systematic errors?? 
Astrophysical - instrumental - theoretical

Jessie Muir



Main conclusion: in reconstructing ISW maps, 
direction-dependent calibration errors can be devastating

Muir & Huterer, Phys Rev D, 2016

⇢ =
hT ISW T reci
�ISW �rec

The large-scale angular power spectrum in the presence of systematics: a case study of SDSS quasars 11

(a) Stellar density (b) Extinction (c) Airmass (d) Seeing (e) Sky brightness

Figure 11. Systematics templates used in this analysis, and the (dimensionless) angular power spectra C̃` of their overdensity maps.

(a) Mask 1 (b) Mask 2 (c) Mask 3

Figure 12. Masks used for the power spectrum analysis of RQCat, in Equa-
torial coordinates. Retained regions are based on thresholds summarised in
Table 2 and the systematics templates of Fig. 11. Additional excised rect-
angles follow Pullen & Hirata (2012). The three masks respectively have
f
sky

= 0.148, 0.121, and 0.101.

3.5 Power spectrum results

We obtained angular band-power estimates with the QML estima-
tor and multipole bins of size �` = 11, which led to a good
balance in terms of multipole resolution and variance of the esti-
mates. We did not use the PCL estimator for the final results be-
cause the geometry of the second and third masks, in addition to
the presence of systematics, yielded significantly suboptimal esti-
mates. To illustrate this point, Fig. 13 shows a comparison of the
PCL and QML covariance matrices and the band-power estimates
of the Mid+High-z subsample for the three masks. Any signifi-
cant increase of the PCL variance compared to that of QML, es-
pecially on diagonal- and nearly-diagonal elements which contain
the most significant contributions, demonstrates the suboptimality
of the PCL prior. For the first mask, the PCL variance of these el-
ements is at most ⇠ 20% greater than the QML variance, indicat-
ing that the resulting estimates are nearly optimal. However, for
the second and third masks, these elements have a PCL variance
up to ⇠ 50% greater than that of QML, and the resulting PCL
estimates significantly differ from the optimal QML estimates, as
shown in the bottom panel of Fig. 13. This effect is less pronounced
for larger multipole bins (e.g., �` = 31), as the likelihood be-
comes less sensitive to the priors on the pixel-pixel covariance ma-
trix. However, the resulting loss of resolution prevents the study of
localised multipole ranges affected by systematics. For these rea-
sons we opted for the QML estimator with �` = 11 in the fi-
nal analysis. We systematically marginalised over the values of the
monopole and the dipole by projecting them out. We used the val-
ues ¯

G

�1

= 1.95 · 10�5

, 1.55 · 10�5

, 1.85 · 10�5 and 8.15 · 10�6

respectively for the shot noise of the four RQCat subsamples, cal-
culated from the average number count per steradian assuming 5%

stellar contamination.

The auto- and cross-spectra of the four RQCat samples are
presented in Figs. 14 and 15, and the �

2 values of the theory pre-
diction are listed in Table 3. We subtracted the shot noise from the
auto-spectra, and used a constant bias, bg = 2.3, following pre-
vious studies of these data (Slosar et al. 2008; Giannantonio et al.
2006, 2008; Xia et al. 2010; Pullen & Hirata 2012). The theory pre-
dictions are summarised in Fig. 10. We also used the exact window
functions Wb` for converting the theory power spectra into band-
powers; see Eq. (17). Figure 16 shows the cross-correlation power
spectra of the quasar samples with the systematics templates, and
Table 4 lists the corresponding �

2 values. Details of the �2 compu-
tation are contained in Appendix C.

In Figs. 14 and 15, the top panels show the final band-power
estimates, where the modes corresponding to the five systematics
templates were projected out. The effect of mode projection on the
estimates is illustrated in the bottom panels, showing the differ-
ences in the QML estimates. Hence, these values can be added to
the estimates in the top panels to recover the results without mode
projection. The change in the covariance of the estimates due to
mode projection is negligible.

3.5.1 Reference mask

Our first mask, which is similar to that used in previous studies
of RQCat (Slosar et al. 2008; Giannantonio et al. 2006, 2008; Xia
et al. 2010; Pullen & Hirata 2012), is mostly based on extinction,
stellar density and seeing cuts, and also excises a few pixels with
extreme values of airmass and sky brightness. When using this ref-
erence mask, the auto-spectrum estimates of the four RQCat sub-
samples exhibit significant excess power in the first multipole bin.
In particular, the cross-correlation of the Low-z sample with the
other samples confirm the presence of systematics in common. The
cross-spectra of the quasar subsamples with the systematics tem-
plates, shown in Fig. 16, enable us to identify the main sources
of contamination responsible for this excess power. In addition to
seeing and airmass, which are the main contaminants in the four
samples, stellar contamination affects the Low-z sample, and dust
extinction and sky brightness contaminate the Mid-z and High-z
samples.

The auto- and cross-spectra are marginally improved by pro-
jecting out the modes corresponding to the systematics templates,
as shown by the small decrease in the �

2 values, summarised in
Tables 3 and 4. In particular, the large-scale power excess persists,
confirming the conclusions by Pullen & Hirata (2012) that the con-

c� 2013 RAS, MNRAS 000, ??–??

Leistedt et al 2013



3. Constraining large-angle suppression in LSS

•WMAP and Planck indicate a severe lack of correlations at 
very large angles in the CMB... 

•... that is, C(θ≳60) is near-vanishing 

•No good explanation, but it could be a (very unlikely) fluke - 
in that case, power in LSS is also suppressed... 

•... and we’d expect P(k) to be suppressed at k ≲ 1hGpc−1
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2-pt.

To check with LSS, need a 
huge-volume survey with 
good/excellent photo-zs

Planck

True for all CMB anomalies,  
not just this example!



3. Constraining large-angle suppression in LSS

Error bars are LSST volume and Ngal with spectroscopic redshifts 
(7.6 sigma detection forecasted for the above suppression)

Gibelyou, Huterer & Fang, 2010



Systematic Errors: 
(photometric) calibration errors



(Photometric) calibration errors

‣Detector sensitivity: sensitivity of the pixels on the camera vary along focal plane.   

‣Observing conditions: spatial and temporal variations. 

‣Bright objects: The light from foreground bright stars and galaxies. 

‣Dust extinction: Dust in the MW absorbs light from the distant galaxies.  

‣Star-galaxy separation: Faint stars erroneously included in the galaxy sample.  

‣Deblending: Galaxy images can overlap.
Huterer, Cunha & Fang 2013The large-scale angular power spectrum in the presence of systematics: a case study of SDSS quasars 11
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Figure 12. Masks used for the power spectrum analysis of RQCat, in Equa-
torial coordinates. Retained regions are based on thresholds summarised in
Table 2 and the systematics templates of Fig. 11. Additional excised rect-
angles follow Pullen & Hirata (2012). The three masks respectively have
f
sky

= 0.148, 0.121, and 0.101.

3.5 Power spectrum results

We obtained angular band-power estimates with the QML estima-
tor and multipole bins of size �` = 11, which led to a good
balance in terms of multipole resolution and variance of the esti-
mates. We did not use the PCL estimator for the final results be-
cause the geometry of the second and third masks, in addition to
the presence of systematics, yielded significantly suboptimal esti-
mates. To illustrate this point, Fig. 13 shows a comparison of the
PCL and QML covariance matrices and the band-power estimates
of the Mid+High-z subsample for the three masks. Any signifi-
cant increase of the PCL variance compared to that of QML, es-
pecially on diagonal- and nearly-diagonal elements which contain
the most significant contributions, demonstrates the suboptimality
of the PCL prior. For the first mask, the PCL variance of these el-
ements is at most ⇠ 20% greater than the QML variance, indicat-
ing that the resulting estimates are nearly optimal. However, for
the second and third masks, these elements have a PCL variance
up to ⇠ 50% greater than that of QML, and the resulting PCL
estimates significantly differ from the optimal QML estimates, as
shown in the bottom panel of Fig. 13. This effect is less pronounced
for larger multipole bins (e.g., �` = 31), as the likelihood be-
comes less sensitive to the priors on the pixel-pixel covariance ma-
trix. However, the resulting loss of resolution prevents the study of
localised multipole ranges affected by systematics. For these rea-
sons we opted for the QML estimator with �` = 11 in the fi-
nal analysis. We systematically marginalised over the values of the
monopole and the dipole by projecting them out. We used the val-
ues ¯

G

�1

= 1.95 · 10�5

, 1.55 · 10�5

, 1.85 · 10�5 and 8.15 · 10�6

respectively for the shot noise of the four RQCat subsamples, cal-
culated from the average number count per steradian assuming 5%

stellar contamination.

The auto- and cross-spectra of the four RQCat samples are
presented in Figs. 14 and 15, and the �

2 values of the theory pre-
diction are listed in Table 3. We subtracted the shot noise from the
auto-spectra, and used a constant bias, bg = 2.3, following pre-
vious studies of these data (Slosar et al. 2008; Giannantonio et al.
2006, 2008; Xia et al. 2010; Pullen & Hirata 2012). The theory pre-
dictions are summarised in Fig. 10. We also used the exact window
functions Wb` for converting the theory power spectra into band-
powers; see Eq. (17). Figure 16 shows the cross-correlation power
spectra of the quasar samples with the systematics templates, and
Table 4 lists the corresponding �

2 values. Details of the �2 compu-
tation are contained in Appendix C.

In Figs. 14 and 15, the top panels show the final band-power
estimates, where the modes corresponding to the five systematics
templates were projected out. The effect of mode projection on the
estimates is illustrated in the bottom panels, showing the differ-
ences in the QML estimates. Hence, these values can be added to
the estimates in the top panels to recover the results without mode
projection. The change in the covariance of the estimates due to
mode projection is negligible.

3.5.1 Reference mask

Our first mask, which is similar to that used in previous studies
of RQCat (Slosar et al. 2008; Giannantonio et al. 2006, 2008; Xia
et al. 2010; Pullen & Hirata 2012), is mostly based on extinction,
stellar density and seeing cuts, and also excises a few pixels with
extreme values of airmass and sky brightness. When using this ref-
erence mask, the auto-spectrum estimates of the four RQCat sub-
samples exhibit significant excess power in the first multipole bin.
In particular, the cross-correlation of the Low-z sample with the
other samples confirm the presence of systematics in common. The
cross-spectra of the quasar subsamples with the systematics tem-
plates, shown in Fig. 16, enable us to identify the main sources
of contamination responsible for this excess power. In addition to
seeing and airmass, which are the main contaminants in the four
samples, stellar contamination affects the Low-z sample, and dust
extinction and sky brightness contaminate the Mid-z and High-z
samples.

The auto- and cross-spectra are marginally improved by pro-
jecting out the modes corresponding to the systematics templates,
as shown by the small decrease in the �

2 values, summarised in
Tables 3 and 4. In particular, the large-scale power excess persists,
confirming the conclusions by Pullen & Hirata (2012) that the con-

c� 2013 RAS, MNRAS 000, ??–??

Leistedt et al 2013
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Figure 2. The angular power spectrum in the four redshift slices of quasars. The choice of symbols
is the same as for LRGs in fig. 1. We note again that bins in each redshift slice that do not appear
contaminated can still be dropped because their cross-power with another redshift slice is significantly
contaminated and one cannot tell a priori which redshift slice is responsible for the contamination.

given value of A
NL

�
kp = 0.1 Mpc�1

�
, modifications to the power spectrum in the presence

of primordial non-Gaussianity come in at the largest measured scales (i.e. at small k). This
is no longer true when we allow for deviations from the local ansatz. In particular, as we
increase the value of ↵, non-Gaussian corrections become significant at smaller scales (close
to matter-radiation equality) which are better measured, strongly constraining models of
inflation that give ↵ > 2. On the other hand, for 0 < ↵ < 2, non-Gaussian corrections are
only significant at much larger scales, which are eventually limited by systematics.

Next we examine the constraints on ↵ for a small fixed value of A
NL

. In fig. 3 we

– 11 –

Agarwal, Ho & Shandera, arXiv:1311.2606

Calibration errors in SDSS DR8 power spectra

QSO power spectra from 
SDSS;  
open circle points not 
used since they may 
be systematics-
contaminated!

Similar results for LRGs 
(not shown)



Precise cosmological tests require tremendous
control over systematic errors

Back-of-envelope estimate on how well calibration errors need to be controlled 
from Alvarez et al white paper (1412.4671):

Consider a Hubble volume survey (L~H0-1) where drho/rho=5x10-5 
And goal of measuring fNLloc=1. 

Then b~3, Δb~5, and
✓
�n

n

◆

calib

' �b

✓
�⇢

⇢

◆
' 3⇥ 10�4

Which means control of systematics at the 0.1% level 
(roughly, 0.001 magnitude).

More detailed estimates confirm this 
(Huterer, Cunha & Fang 2012, Pullen & Hirata 2013).
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(a) Stellar density (b) Extinction (c) Airmass (d) Seeing (e) Sky brightness

Figure 11. Systematics templates used in this analysis, and the (dimensionless) angular power spectra C̃` of their overdensity maps.

(a) Mask 1 (b) Mask 2 (c) Mask 3

Figure 12. Masks used for the power spectrum analysis of RQCat, in Equa-
torial coordinates. Retained regions are based on thresholds summarised in
Table 2 and the systematics templates of Fig. 11. Additional excised rect-
angles follow Pullen & Hirata (2012). The three masks respectively have
f
sky

= 0.148, 0.121, and 0.101.

3.5 Power spectrum results

We obtained angular band-power estimates with the QML estima-
tor and multipole bins of size �` = 11, which led to a good
balance in terms of multipole resolution and variance of the esti-
mates. We did not use the PCL estimator for the final results be-
cause the geometry of the second and third masks, in addition to
the presence of systematics, yielded significantly suboptimal esti-
mates. To illustrate this point, Fig. 13 shows a comparison of the
PCL and QML covariance matrices and the band-power estimates
of the Mid+High-z subsample for the three masks. Any signifi-
cant increase of the PCL variance compared to that of QML, es-
pecially on diagonal- and nearly-diagonal elements which contain
the most significant contributions, demonstrates the suboptimality
of the PCL prior. For the first mask, the PCL variance of these el-
ements is at most ⇠ 20% greater than the QML variance, indicat-
ing that the resulting estimates are nearly optimal. However, for
the second and third masks, these elements have a PCL variance
up to ⇠ 50% greater than that of QML, and the resulting PCL
estimates significantly differ from the optimal QML estimates, as
shown in the bottom panel of Fig. 13. This effect is less pronounced
for larger multipole bins (e.g., �` = 31), as the likelihood be-
comes less sensitive to the priors on the pixel-pixel covariance ma-
trix. However, the resulting loss of resolution prevents the study of
localised multipole ranges affected by systematics. For these rea-
sons we opted for the QML estimator with �` = 11 in the fi-
nal analysis. We systematically marginalised over the values of the
monopole and the dipole by projecting them out. We used the val-
ues ¯

G

�1

= 1.95 · 10�5

, 1.55 · 10�5

, 1.85 · 10�5 and 8.15 · 10�6

respectively for the shot noise of the four RQCat subsamples, cal-
culated from the average number count per steradian assuming 5%

stellar contamination.

The auto- and cross-spectra of the four RQCat samples are
presented in Figs. 14 and 15, and the �

2 values of the theory pre-
diction are listed in Table 3. We subtracted the shot noise from the
auto-spectra, and used a constant bias, bg = 2.3, following pre-
vious studies of these data (Slosar et al. 2008; Giannantonio et al.
2006, 2008; Xia et al. 2010; Pullen & Hirata 2012). The theory pre-
dictions are summarised in Fig. 10. We also used the exact window
functions Wb` for converting the theory power spectra into band-
powers; see Eq. (17). Figure 16 shows the cross-correlation power
spectra of the quasar samples with the systematics templates, and
Table 4 lists the corresponding �

2 values. Details of the �2 compu-
tation are contained in Appendix C.

In Figs. 14 and 15, the top panels show the final band-power
estimates, where the modes corresponding to the five systematics
templates were projected out. The effect of mode projection on the
estimates is illustrated in the bottom panels, showing the differ-
ences in the QML estimates. Hence, these values can be added to
the estimates in the top panels to recover the results without mode
projection. The change in the covariance of the estimates due to
mode projection is negligible.

3.5.1 Reference mask

Our first mask, which is similar to that used in previous studies
of RQCat (Slosar et al. 2008; Giannantonio et al. 2006, 2008; Xia
et al. 2010; Pullen & Hirata 2012), is mostly based on extinction,
stellar density and seeing cuts, and also excises a few pixels with
extreme values of airmass and sky brightness. When using this ref-
erence mask, the auto-spectrum estimates of the four RQCat sub-
samples exhibit significant excess power in the first multipole bin.
In particular, the cross-correlation of the Low-z sample with the
other samples confirm the presence of systematics in common. The
cross-spectra of the quasar subsamples with the systematics tem-
plates, shown in Fig. 16, enable us to identify the main sources
of contamination responsible for this excess power. In addition to
seeing and airmass, which are the main contaminants in the four
samples, stellar contamination affects the Low-z sample, and dust
extinction and sky brightness contaminate the Mid-z and High-z
samples.

The auto- and cross-spectra are marginally improved by pro-
jecting out the modes corresponding to the systematics templates,
as shown by the small decrease in the �

2 values, summarised in
Tables 3 and 4. In particular, the large-scale power excess persists,
confirming the conclusions by Pullen & Hirata (2012) that the con-
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Conclusions - potential discoveries:

‣ Finding r>0 in CMB B-modes (r) would reveal scale of 
inflation, V1/4, and how far the field rolls 

‣ Primordial NG directly tests inflation: how many 
fields, what interactions + couplings, vacuum state… 

‣ Several more cool tests  

‣ Our motion through LSS rest frame via kinematic 
dipole (guaranteed signal) 

‣ Reconstructing ISW maps 

‣Measuring largest fluctuation modes via the LSS

Need:
‣ Huge volume LSS surveys (~100 Gpc3) 

‣ Excellent control of calibration systematic errors 


