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Computing challenges of CMS
• Software and computing are integral to physics at CMS
- From triggering to offline processing up to end analysis
• Current computational demands (at the end of Run 2)
- CMS has over 200 PB of data stored
- Over 75 billion events processed annually
- Using >200k CPU cores in a worldwide grid
• Additionally significant use of HPC resources as well

• Run 3 (starting this year) will stress-test our existing infrastructure
- Expect a ~doubling of data on top of Run 2
- Similar detector/event complexity
• HL-LHC (Run 4) starting in 2029 will dramatically increase data rate
- Current infrastructure will not simply scale
- Significant new development in software and computing needed!
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>5x data stored for NOvA 

>5x total processing power at Fermilab
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Computing challenges of CMS in the HL-LHC era
• Increase in data from multiple fronts
- Pileup increases by 4x (to ~200)
- Trigger rate increases by 10x (to ~10kHz)
- Detector complexity increases by 10x 

(O(100M) to O(1B) channels)
- Advanced analysis techniques to extract 

small potential signals from large datasets
• After one year of HL-LHC running
- Stored data from 200 PB to >2 EB
- Annual CPU requirements increase 4-8x
- Expected resource growth insufficient
• R&D is needed!
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Addressing these challenges
• Modernize experiment software
- Particularly CPU-expensive steps at HL-LHC such as track reconstruction
• Take advantage of increasingly heterogenous computing landscape
- Software portability to allow running on multiple architectures including at HPCs
- Develop infrastructure to accelerate AI inference with these architectures
• Transform scientific analysis process
- Modernize analysis software to reduce time-to-insight
- Develop optimized analysis computing facilities
• Build infrastructure for exabyte-scale datasets
- Ensure storage needs do not limit physics
• Will present examples of each of these in this talk
- Highlighting work with significant US CMS/FNAL leadership
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Technological challenges
• Good news: transistor count of 

processors continues to increase
• Bad news: clock speed of 

processors flatlined 
- Single-thread performance as well
• OK news: additional transistors 

used for increased cores
• Available computing power 

increasingly in multiple cores
- e.g., in GPUs 
• Software may need rewrites to take 

advantage
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K. Rupp: https://github.com/karlrupp/microprocessor-trend-data 

https://github.com/karlrupp/microprocessor-trend-data
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CMS software evolution: tracking
• Track reconstruction is a large part of the CMS 

reconstruction CPU budget
- Increasingly so at higher pileup of HL-LHC
- CMS uses a Kalman Filter algorithm for track reconstruction
• mkFit: Vectorization of this algorithm 
- Increases parallelization of algorithm and uses vector units in 

modern CPUs
- Track building up to 6x faster compared to standard 

algorithm
• Algorithm now deployed with standard CMS 

software for Run 3
- Future development will include optimization for GPUs and 

other architectures
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Setting the stage 
1. Tracking is crucial
2. Tracking is time-consuming
3. Tracking times goes up 

dramatically with increased pileup
• Problem of combinatorics as 

occupancy increases
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Figure 1. CPU time per event
versus instantaneous luminosity,
for both full reconstruction and
the dominant tracking portion.
Simulated data with pile-up of
25 primary interactions per
event (PU25) corresponds to the
data taken during 2012, while
pile-up of 140 (PU140)
corresponds to the low end of
estimates for the HL-LHC era.

as Intels Xeon Phi and NVIDIA general-purpose graphics processing units (GPGPUs). In this
investigation we have followed a staged approach, starting with Intel Xeon and Xeon Phi Knights
Corner (KNC) architectures, an idealized detector geometry, and a series of simpler “warm-up”
exercises such as track fitting. This simplified problem domain was used to develop our tools,
techniques, and understanding of the issues scaling track finding to many cores. The warm-up
exercises let us develop useful components while also allowing the physicists to become familiar
with the computational tools and techniques, while the computational experts learned about the
problem domain. Armed with the results of those initial investigations, we are now addressing
more realistic detector geometries and event content, as well as adding new platforms. This
paper gives an overview of our progress to date and assesses the e↵ectiveness of our staged
approach.

2. Kalman Filter Tracking

Our targets for parallel processing are track reconstruction and fitting algorithms based on the
Kalman Filter [3] (KF). KF-based tracking algorithms are widely used to incorporate estimates
of multiple scattering directly into the trajectory of the particle. Other algorithms, such as
Hough Transforms and Cellular Automata [4][5], are more naturally parallelized. However,
these are not the main algorithms in use at the LHC today. The LHC experiments have an
extensive understanding of the physics performance of KF algorithms; they have proven to be
robust and perform well in the di�cult experimental environment of the LHC.

KF tracking proceeds in three main stages: seeding, building, and fitting. Seeding provides
the initial estimate of the track parameters based on a few hits in the innermost regions of the
detector; seeding is currently out of scope for our project. Track building projects the track
candidate outwards to collect additional hits, using the KF to estimate which hits represent the
most likely continuation of the track candidate. Track building is the most time consuming step,
as it requires branching to explore multiple candidate tracks per seed after finding compatible
hits on a given layer. When a complete track has been reconstructed, a final fit using the KF is
performed to provide the best estimate of the track’s parameters.

To take full advantage of parallel architectures, we need to exploit two types of parallelism:
vectorization and parallelization. Vector operations perform a single instruction on multiple data
(SIMD) at the same time, in lockstep. In tracking, branching to explore multiple candidates per
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CMS software evolution: Using GPUs in the HLT
• High Level Trigger (HLT) does final online 

selection
- Commodity CPU farm doing event reconstruction 

(~1kHz)
• GPUs allow offloading of portions of 

reconstruction
- Allows CPUs to continue other tasks in parallel
• GPUs added to HLT for data-taking in Run3
- First tests with beam data concluded
- Will be ready for collision data
- Offloading part of track and calorimeter reconstruction
• Plan on greater offloading to GPUs in Run4
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HLT node with GPUs
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CMS computing evolution: HPCs
• Available compute increasingly from High Performance Computing (HPC) 
- Large user facilities (“supercomputers”)
- In 2021 CMS obtained the equivalent of the Fermilab Tier-1 from US HPCs alone
• HPC utilization by CMS has tripled YoY each of the last three years!
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HPC utilization over 
past 12 months
145M core-hours

FNAL T1
equiv.
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CMS computing evolution: Code portability
• Available computing resources (including at HPCs) 

increasingly non-CPU (e.g. GPUs)
- HEP software not optimized for these architectures
- Each flavor of GPU/accelerator requires different code
• CMS investigating code portability solutions
- Allows for easy adoption of software for GPUs/FPGAs/other
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ORNL Frontier (2022)
- First >1ExaFLOP supercomputer
- ~8.7M processing cores, mostly 
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Analysis computing: Software
• Final step before results: analysis
- Reduced data formats help with demands
• Columnar analysis (Coffea)
- Greater flexibility and reduced time-to-insight
- Utilizes industry-standard Python-based tools
- Widespread adoption in CMS (>40 analyses)
• Adoption outside of CMS as well (e.g. ATLAS)
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Figure 1. Schematic of the event-loop (left) and columnar (right) data processing paradigms.

3 The coffea framework

The co↵ea framework is a python package that is indexed and installable 1 via standard python
packaging infrastructure, which provides several recipes and utilities to aid in development
of a HEP analysis within the columnar analysis paradigm. The package has developed or-
ganically to support our initial goal of implementing CMS data analyses within the scientific
python ecosystem. Here, we define “analysis” as the process of selecting events of interest
based on the high-level input variables or functions thereof, extracted from ROOT files or
similar column-oriented serialization formats, transforming numeric quantities, and comput-
ing summary statistics or low-volume tabulated data for use with statistical inference tools.
As this is the first full attempt at using scientific python libraries for CMS analyses, cer-
tain missing extensions which normally would be provided by ROOT libraries or by CMS
experiment-specific libraries had to be ported to a columnar paradigm. Examples include:

• multidimensional histogram objects that are serializable and mergeable, with support for
both categorical and numeric axes, that are fillable by arrays;

• certain experiment-specific corrections that are applied to simulated data, typically as a
piecewise function of some set of event parameters;

• utilities to reduce boilerplate necessary to construct the awkward arrays that represent the
events SoA object; and

• wrappers to enable use of novel scale-out mechanisms, as discussed further in Section 5.

As many of these extensions are performance-critical, we make full use of the vectorized
array programming primitives provided by NumPy and SciPy. We also utilize Numba [10],
which just-in-time compiles a subset of python and NumPy code into machine code, for
operations where no e�cient composition of existing array programming primitives could
be found. In general, any operation performed along the critical dimension—namely, per
event—is not performed sequentially within the python interpreter but by vectorized machine
code on the arrays forming the high-level SoA objects.

1pip install coffea, other options documented at https://co↵eateam.github.io/co↵ea/installation.html
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Analysis computing: Facilities
• Analysis computing presently run on facilities designed for reconstruction
- Particularly with modern tools, facilities can be optimized for analysis
• Investing in analysis facilities at CMS sites
- Prototypes of several (including at Fermilab and Nebraska in the US)
- Adoption for HL-LHC should significantly improve analysis turnaround time
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Lindsey Gray, FNAL

Elastic Analysis Facility @ FNAL
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From Burt’s slides at OSG AHM: https://indico.fnal.gov/event/22127/contributions/194934/attachments/133990/165498/Elastic_AF_-_OSG_USLHC.pdf

Secure

•LDAP and VPN login, 
Kerberos. Docker 
image audits, and 
mitigation strategies 
put in place for data 
preservation and least 
privilege guarantee.

Integrated

•Ferry, Htcondor, dask-
gateway, spark, triton

Multi-vo

•user management, 
centralized 
authorization, 
specialized 
environments, large-
ish cvmfs 
infrastructure in place 
via NFS auto-scalable 
pods

DevOps:

•CI/CD pipelines for all 
environments, CPU 
and GPU flavors

Other horizons:

•Now supporting 
Fermilab’s Accelerator 
division Edge AI. 
Hoping to foster effort 
from SCD and AD on 
designing analysis 
facilities beyond SCD  

•Collaborating with the 
Dask team on 
developing a plugin to 
integrate Dask 
Gateway with 
HTCondor, coming 
soon

Lindsey Gray, FNAL

Elastic Analysis Facility @ FNAL
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Artificial intelligence and machine learning
• AI/ML already a mainstay in physics analysis
- Used for decades in HEP event identification
- Now getting more advanced (e.g. DNN) as with industry trends
• Now exploring AI/ML for reconstruction
- e.g. Pileup rejection, calorimeter (HGCal) reconstruction
• AI/ML inference speedups based on architecture
- e.g. using GPUs or even FPGAs
• Developing inference as a service (SONIC)
- Allows for running inference on remote and local resources 

(CPU, GPU, FPGA, etc)
- Uses industry tools (NVidia Triton inference server)
- Developed for CMS and now used with protoDUNE 
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Evolution of data storage
• Reduction of event size by reduced formats
- NanoAOD in CMS is increasingly used
- Widespread adoption of such formats help reduce disk 

needs
- Increasing physics reach may need adding information 

from larger formats
• Computationally expensive (and requires more disk)

• Object stores to obtain partial event data
- Lower metadata overhead for small chunks of data
- Allows for industry-standard access protocols (e.g. S3)
• Investigating use of Ceph object store for CMS 

physics
- Prototyping during Run3 for possible production use at 

HL-LHC
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24 May 2022 Nick Smith I Object Stores

Why object stores?

• Suppose we want a 1PB fine-grained cache of MiniAOD
- 50k/event -> 20B events
- PFNano example read 2330 baskets for 3600 events -> 13B basket blobs
• Probably a lot fewer if we group tiny columns together
- So we need something that can read and write 10 billion binary blobs of ~100kB
• Filesystems can store 10B files, but
- Metadata overhead significant for many small files
- We get a lot of features we do not need: seeks, per-file permissions, partial writes
- Scanning, moving, synchronizing, recovery… a pain
• Ceph object store: 10B is no problem
- Magic bullet: calculated placement
• Like a hash, can be run client-side
• Inputs: object key and cluster topology
• Output: what server, disk holds data
- Other benefits:
• Erasure coding (also with CephFS)
• S3 access protocol
• Cache tiering

7
Lots of small blobs
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Beyond CMS
• Many S&C developments at CMS benefit other areas of HEP
- Software framework: art (at neutrino experiments) based off of CMSSW 
• J.Phys.Conf.Ser. 396 (2012) 022020

- HPC computing: HEPcloud at Fermilab first run with CMS jobs now used for NOvA and 
others
• Comput Softw Big Sci (2017) 1:1

- Vectorized tracking software: mkFit-like vectorization applied to LArTPC reconstruction
• JINST 17, P01026 (2021)

- AI/ML: inference as a service developed at CMS used for protoDUNE and now LIGO
• Front. Big Data 3 (2021) 604083
• arXiv:2108.12430

• S&C R&D efforts for CMS at the HL-LHC will benefit the rest of HEP
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Conclusions
• The HL-LHC requires a paradigm shift in CMS software and computing
- Coincides with a significant change in computational architectures and widespread 

adoption of AI/ML in industry 

• R&D for this paradigm shift has begun
- Many industry-standard tools and technologies being adapted

• Interoperability across HEP is key
- Much of what is developed at CMS can be used at other HEP experiments

• End goal: physics potential at HL-LHC to not be limited by computing 
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